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Abstract —We develop a new algorithm for isosurface extraction and view-dependent ltering from large time-varying elds, by us inga
novel Persistent Time-Octree (PTOT) indexing structure. Previously, the Persistent Octree (POT) was proposed to perform isosurface
extraction and view-dependent ltering, which combines th e advantages of the interval tree (for optimal searches of active cells) and
of the Branch-On-Need Octree (BONO, for view-dependent It ering), but it only works for steady-state (i.e., single time step) data. For
time-varying elds, a 4D version of POT, 4D-POT, was propose d for 4D isocontour slicing, where slicing on the time domain gives all
active cells in the queried time step and isovalue. However, such slicing is not output sensitive and thus the searching is sub-optimal.
Moreover, it was not known how to support view-dependent It ering in addition to time-domain slicing.

In this paper, we develop a novel Persistent Time-Octree (PTOT) indexing structure, which has the advantages of POT and performs
4D isocontour slicing on the time domain with an output-sensitive and optimal searching. In addition, when we query the same
isovalue g over m consecutive time steps, there is no additional searching overhead (except for reporting the additional active cells)
compared to querying just the rst time step. Such searching performance for nding active cells is asymptotically opti mal, with
asymptotically optimal space and preprocessing time as well. Moreover, our PTOT supports view-dependent ltering in addition to
time-domain slicing. We propose a simple and effective out-of-core scheme, where we integrate our PTOT with implicit occluders,
batched occlusion queries and batched CUDA computing tasks, so that we can greatly reduce the I/O cost as well as increase
the amount of data being concurrently computed in GPU. This results in an ef cient algorithm for isosurface extraction w ith view-
dependent ltering utilizing a state-of-the-art programm able GPU for time-varying elds larger than main memory. Our experiments
on datasets as large as 192GB (with 4GB per time step) having no more than 870MB of memory footprint in both preprocessing and
run-time phases demonstrate the ef cacy of our new techniqu e.

Index Terms —Isosurface extraction, time-varying elds, persistent d ata structure, view-dependent lItering, out-of-core meth ods.
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1 INTRODUCTION

The rapid growth of the data size in recent years has madatiscig- i the volume-space domain.
sualization of time-varying datasets a big challenge. Hezssize of It has been a challenge to develop a search structuresitmeai-
the data often makes the task of interactive exploratiorosajble, as taneouslysupports both queries ef ciently. Observe that the inter-
only a small portion of the data can tinto main memory, and dom- val tree does not have space-domain information; extrgalhac-
putation cost is often too high for an algorithm to run in reade. In  tive cells then ltering out invisible ones can result in Edting
this paper, we address the issues of limited main memoryrsud+ many active cells that are eventually discarded. On therdthed,
cient computing speed, by developing a novel algorithmdosurface using space-partitioning structures such as the BranchN€rd Oc-
extraction and view-dependent Itering of large time-viawy elds. tree (BONO) [30] can perform ltering ef ciently but the sezh on
Isosurface extraction is one of the most important and widekd the value domain is not optimal. Recently, the Persistertre®c
visualization techniques for volume datasets. Speciydir time- (POT) [23] was proposed to solve this problem nicely, whiome
varying elds, performing an isosurface quefg;t) is to extract and bines the advantages of the interval tree and of BONO, but &1
display all the points (a surface) in the volume whose scalares at works for steady-state data. For time-varying elds, a 4Dsi@n of
time stept are theisovalue g Due to the importance of isosurfaces POT, 4D-POT, was proposed for 4D isocontour slicing [23] even
a tremendous amount of work has focused on speeding up figosur slicing att on the time domain giveall active cells in the queried time
queries. Fosteady-statéi.e., single time step) data, most acceleratiostept and isovaluel. However, such slicing isot output sensitive and
methods employ the following idea: producing for each dslktalar thus the searching gub-optimal Moreover, it was not known how to
value range (i.e., an intervinin; max), the active cells intersected support view-dependent Iteringn addition totime-domain slicing.
by the isosurface are exactly those cells whose intervaitago the In this paper, we develop a novel Persistent Time-Octre®©{PT
isovalueq. This reduces the problem of nding active cells to thaindexing structure, which has the advantages of POT andimesf
of interval searchand the interval tree approach [9] achieves optimalD isocontour slicing on the time domain (i.e., a quémgyt)) with an
search time. Later, more aggressive approaches (e.g.19])lhave output-sensitivesearching, irO(logN + logT + K) time, where there
been proposed to perforriew-dependent lteringso that only the areN cells andT time steps in the dataset, aKdactive cells. Typi-
visible portions of an (opaque) isosurface are extracted. In i§aseir cally T is no bigger thamN and the search time becom®@ogN + K),
extraction with view-dependent ltering, essentially #veraction part which is asymptotically optimal. The space and preprocgstime
is a query in the scalar-value domain, and the ltering pariiquery for PTOT are both asymptotically optimal too. In additiorhen we
query the same isovalug over m consecutive time steps, which is
typically the case, the query time B(logN + logT + ST ;K;) (or
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out-of-core scheme, partitioning the volume into metdsaansisting j2: X.F2 :=v2 c6 12 34 7

of k k kcells and using the PTOT to index the meta-cells (rather j3: x.F1:=v3

than the original cells), so that the PTOT can entirely tiaimmem- j4: X.F3:=v4

ory; the meta-cells are kept on disk and read to main memomnw _ _

needed. In this out-of-core setting, we want to reduce tBectfst, [Stamp | stamp_j4

for which it is equally important to reduce tmeimber of disk reads fll fFZZ f';3 copy|F1|F2| F3

and to reduce theisk seek timeldeally, we would like to use view- [ g ~ Foe AN

dependent ltering to reduce the number of active metasceleded |2, F2, v2 \Q

to be read, and at the same time we wish to read such metaasell{(3, FL, v3 g’g il Q

sequentialas possible (in terms of thaerder they are stored on digk
to minimize the disk seek time. However, view-dependengrilig

typ|Ca”y needs to visit the active meta-cells in ViSit}il'mrder, which F|g 1. Persistent structure. (a) The node_copying technique’ where
is often highly non-sequential (again in terms of #terage order on each persistent node has 3 extra elds. (b) Persistent binar y search
disk. We propose a simple and effective approach, which integra tree (where we use the alphabetical order to compare the keys (letters))
theimplicit occluderg19], so that we can strike a balance between thefter simulating a sequence of updates. Each node has 1 extra eld.
two objectives? In addition, we use the CUDA hardware marchingrhe number associated with a node/pointer denotes its version stamp.

cubes [17], which is a popular, publicly available and hygét cient
programmable-GPU isosurface engine, to extract isoseitia@ngles
from active meta-cells, where we show howhatchthe meta-cells
for CUDA computation to increase the amount of data beingeon
rently computed in GPU. All these methods are integrateslantef -
cient algorithm for isosurface extraction with view-degent ltering
for time-varying elds larger than main memory. We remarkttiour
view-dependent ltering approach under the out-of-cortiisg and
the method for batching the CUDA computation are both gédraeme
not restricted to PTOT, and might be of an independent istere

One limitation to our PTOT search structure, compared talibe
POT, is that 4D-POT is more general in that it can also supfbrt
isocontour slicing on the x-, y-, or z-domain, which is nopgarted
in our PTOT. However, for time-varying datasets, the moshimmn
isocontour queries are of the typgt), for which our PTOT improves
over 4D-POT to achieve optimal searching and to additigrealpport
view-dependent ltering as mentioned above.

The numbers 1 to 7 on the top horizontal line denote the entry-point
array A. Version 5 is shown in red.

proposed a parallel and out-of-core isosurface approasdrban con-
tour propagation from seed cells.

The techniques mentioned so far are for steady-state datdSer
time-varying elds, Shen [21] gave an in-core techniquedabsn the
THI tree  Out-of-core algorithms include themporal branch-on-
need octreamethod by Sutton and Hansen [26], the adaptive extrac-
tion approach by Gregorski et al [12], thiene-treealgorithm by Chi-
ang [5], and thalifference intervalsechnique by Waters et al. [29].

Most of the above approaches try to extract the whole isaserf
while the view-dependent lteringechniques [14, 11, 19] try to ex-
tract only the visible portions of the isosurface to speedhgpro-
cess. A variation of these approaches includes those basedyo
tracing [18, 28]. Among these methods the one most closely re

Our experiments on datasets up to 192GB (with 4GB per tim® stdated to us is thémplicit occluderstechnique by Pesco et al. [19];

having at most 870MB of memory footprint in both preprocegsind
run-time phases demonstrate the ef cacy of our new teclmiqu

2 PREVIOUS WORK

In this section, we review the previous work on isosurfadeagxion,
including out-of-core and view-dependent ltering appcbas. For
out-of-core techniques in graphics and scienti ¢ visuaian other
than isosurface extraction, we refer to the survey [24].

There is a very rich literature for isosurface extractiore kefer
to [15] for an excellent and thorough review. In Marching €silj16],
all cells in the volume dataset are searched for isosurfaisgsiec-
tion. Techniques avoiding exhaustive scanning includagusin oc-
tree (thebranch-on-need octree (BON(30]), identifying a collec-

tion of seed cellsand performing contour propagation from the see

cells [3, 13, 27], NOISE [15], and other nearly optimal isdace ex-
traction methods [20, 22]. The rsfuery-optimaklgorithm was given
by Cignoni et al. using the interval tree [9]. Bordoloi ance84] pro-
posed a technique to reduce the space overhead of the igdsxirc-
ture while maintaining an ef cient search performance. cBioger
et al. [25] introduced thguery-driven visualizatiompproach using

bitmap indexing with a nice feature of being able to support multi

dimensional, multivariate queries. Such indexing strects value-
domain based and does not have space-domain informatioppog
ef cient view-dependent ltering.

we review it in more detail in Section 3.2.2. As mentionedobef
view-dependent lItering needs space-domain data strastsuch as
octrees (e.g., BONO [30]), whose search on the value dorsaioti
optimal, while the value-domain data structures (e.g.interval-tree
approach [9]) cannot perform Itering ef ciently. The rsapproach
to combine both advantages was the elegmmsistent octree (POT)
developed by Shi and JaJa [23], where the 4D extensiodlDhROT,
was proposed for time-varying elds. In this paper we taketun di-
rection and improve over 4D-POT, and in addition we integraew-
dependent Itering under the out-of-core setting.

3 OUR APPROACH

As mentioned in Section 1, there are several technical caems in
gur approach, including the Persistent Time-Octree (PTiOTHdex
cells/meta-cells, the out-of-core scheme, view-depenttering with
I/O considerations, and batching the CUDA computation. e n
describe them one by one.

3.1 Persistent Time-Octree (PTOT)
First we present our PTOT. Although eventually our PTOT iedus

1o index the meta-cells, conceptually it is the same for tiexing

structure whether the basic units being indexed are celisata-cells.
For simplicity of discussions, we use “cells” to refer to thasic units
being indexed in this subsection.

The techniques mentioned above are main-memory methods. 4% 1 Building Block: Persistent Data Structure

for out-of-core approaches, Chiang and Silva [7] and Chiahg

al. [8, 6] developed out-of-core isosurface extractiorndthms, by
using 1/0O-optimal interval trees such as those given in [1ar&l the
meta-celltechnique for irregular grids [8]. In addition, Bajaj et |]

An important building block for our PTOT is the technique JX6r

making a dynamic linked data structupersistent where the linked
data structure consists of a set of nodes with a xed numbpotters,
such as a search tree witbunded node degredn ordinary dynamic

2In [23], the authors mentioned that the implicit occludeesild be used  tree structure is calleephemeralin the sense that making an update to
together with the POT, but they did not discuss how to dolitegitn the in-core  the structure destroys the old version, leaving only the viension. A
or the out-of-core setting. persistentiata structure, on the other hand, keejbsersions resulting
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Fig. 2. (a) The time-octree. (b) An example of the time tree for time
interval [0;5]. Each internal node labeled [t1;t2] covers the time span
[t1;t2], and each leaf labeled [t] corresponds to time step t.

from a sequence of updates, by providing a compact repsammt
such that any version of the tree can be queried, and thayigger
versioni takes asymptotically the same time as querying versiahn
the ephemeral tree. Also, if a sequence of updates makesleofot
m structural changes to the ephemeral tree (which té&Kes) time),
then the same update sequence applied to the corresporatigtent
tree results ifD(m) additional space, usin@(m) processing time, to
record these changes in the persistent tree. To performrehsieaa
persistent tree, we need to rst specify thersion number,iso that
we can proceed to query versioof the tree.

Node Copying The main persistent-tree technique sode-
copying[10], summarized below. For an ephemeral-tree nqdéie
corresponding persistent-tree nodeas all elds ofx, plus some con-
stant number of extra elds to record some future updateppSse
thei-th update creates nodein nodex we record the same eld val-
ues as those ir, plus theversion stamp.iSubsequent updatesxare
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Fig. 3. Line-sweep process to insert/delete intervals Ic; to the time-
octree. There are four time cells (c1;t2);(c2;t3);(C3;t1);(Ca;t3) whose
[min;may intervals are respectively [a;€];[b;g];[c; f];[d;h]. The vertical
red line is the sweep line. The [min;may interval endpoints subdivide
the scalar-value range ( ¥;¥) into ranges Ry = ( ¥;a), Ry =[ab),
Rz =[bc), Rs=[cd), Ry =[d;€e], Rs = (&f], Re=(f;g], Rr=(gh],
Rs = ('h;¥), where version i of the time-octree corresponds to range R;.
Isovalue g lies in range Rs, and version 5 of the time-octree contains ex-
actly time cells (cp;t3);(c3;t1); (ca;t3), which are active for q; (cp;t3) and
(ca;t3) belong to the octree of t3 and (c3;t1) belongs to the octree of t;.

all versions are recorded into the PTOT. This is a conswngihase to
build our PTOT search structure, which then becostaticand there
is no more update afterwords. In the run-time phase, for@ngiuery
we rst nd the right version numbetr, and proceed to query version
of the PTOT.
Time-Octree We rst develop thetime-octreeas our basegphemeral
data structure (see Fig. 2(a)). The top part of the timeeeds a fully
balanced binary tree calld@aine tree The root of the time tree corre-
sponds to the time interval over the entire time steps, andewer-
sively partition the time interval into two equal halves fbe two sub-
trees until the time interval becomes a single time stepk#ge2(b)).
The bottom part of the time-octree consists of a collectibnm
trees, where there is one octree per time-tree leaf, withrdgrdrom
the time-tree leaf to its octree root. It is convenient t& tddout a “cell

recorded to the extra elds of if available (see Fig. 1(a)). When all ¢ at time steg”, called thetime cell(c;t), which corresponds to the
extra elds are used up, the next updatextcauses amode-copying-  intervallgt = [ min;maX mentioned above. For each time-tree leaf of
we create a new persistent naz{&), which has the new version stamptime stept, the corresponding octree stores the time ogljs). For
and thelatest eld values of x (see Fig. 1(a)). In addition, any prede-now, we can simply think of each such octree as a standardletenp
cessor node pointing toshould now change its pointer¢(x). Again, octree, which recursively subdivides the input volume igligituntil
such updates to predecessors are “simulated” by the abotlodje all octree leaves correspond to the grid cells. Finally,each time-

which may trigger new copying actions for the predecessomdaded.
Finally, note that different versions may have differentrgrmpoints
(roots) to the persistent tree. For example, if for versiohne rootris

tree leaft whose octree is not empty, we maintain a pointer ftoim
the next time-tree leaPwhose octree is also not empty (see Fig. 2(a)).
Line Sweep Now we discuss aline sweepprocess for insert-

copied into a new roat(r), thenr is the entry point for versions 1 to ing/deleting intervaldc = [ min;max to/from our time-octree. Recall
j 1 andc(r) is the entry point for versiorj. We maintain an entry- that there aréNT such intervals. We rst sort theNeT interval end-
point arrayA so thatA[i] points to the root of version To access points, and then use a “sweep line” to sweep, fro# to ¥, through
versioni of the tree, we followA[i] to the root, and for each node vis-the 1D segments/intervals (see Fig. 3). Initially, the tiootree is
ited, the desired eld values are those with thegest version stamp empty. During the sweep, when the sweep line encountersethe |
not exceeding.iln Fig. 1(b), we give an example of persistent binargndpoint of an interval., we insertl¢t to the time-octree, and when

search tree. Note that the last update triggers more thanameng.
Also, version 5 (shown in red) does not include the pointemfnode
(4 O) to (6 N) since its version stamp (6) exceeds the versionber

5).
3.1.2 Persistent Time-Octree (PTOT)

the right endpoint of¢t is encountered, we deletg: from the time-
octree.

To insertlct, we rst work on the time domain, usingto locate
the leaft in the time tree. In the process, we create/grow a rootdb-le
path on the y. Secondly, we work on the space domain, goingfr
the time-tree leaf to the corresponding octree root, and ase locate

Suppose there aiécells andT time steps in the time-varying regular- the leaf cellc in this octree. Again, in the process we create/grow a

grid dataset. For each time stepve produce for each cadlan interval
Ic:t = [ min; max representing the scalar-value range af time ste.
We would like to use our data structure to index thiJeintervals, so
that we can ef ciently nd active cells for an isosurface quéq;t).
We use the persistent-tree technique in the following fashirirst,
we develop a suitablephemeralsearch structure, called thame-

root-to-leaf path on the y (see Fig. 4(a)).

Similarly, deletinglct is the reverse operation. First, we locate the
leaft of the time tree, and also locate the leaf cah the correspond-
ing octree. We then delete the leaf aelh the octree, and also remove
any “extra” internal nodes along theaf-to-rootpath fromc in the oc-
tree, where an internal node on the path is “extra” if orifiné.e.,

octreg which supports insertion, deletion, and query. We will-disbefore deleting) it has only one child (see Fig. 4(a) right, the path

cuss how to perform a sequence of insertion/deletion opesabn

from C to B). In addition, if the octree becomes empty, then we will

the time-octree in dine-sweepprocess, and how to perform queriesdelete the leaf of the time tree, using essentially the same algorithm.

Secondly, we apply the persistent-tree technique on the-tiotree to
make it persistent, callguersistent time-octre@TOT). In the prepro-
cessing phase, we simulate the line-sweep process on thE $olbat

The ANT interval endpoints subdivide the entire scalar-value eang
( ¥;¥) into 2NT + 1 ranges, where each ran&e corresponds to
a versioni of the time-octree (see Fig. 3). Observe that version



of the time-octree containsxactlythose time cells whosgnin; max @

intervals cover R. For example, in Fig. 3, version 5 corresponds degree-2
to rangeRs = (e f], and the time cells stored in version 5 are @ fork
(co;t3); (c3;t1); (cast3), each with an interval coveringe; f]. This . Insert C (B)
means that if the query isovaluglies in rangeRs = ( g f], then ver- —_— !
sion 5 of the time-octree contains exactly thasévetime cells if we ‘ Dtk C _ /‘V\

ignore the queried time stép These time cells are further grouped

according to the time steps, wifhy;t3); (c4;t3) stored in the octree of
time stepts and(cs;t1) in the octree of time step. In other words,
these octrees stoexactlythe active time cells for the queriésg;t3)
and(g;ty) respectively.

PTOT Now we are ready to apply the persistent-tree techniquerto ou

time-octree, which becomes opersistent time-octre@TOT). In the
preprocessing phase, we simulate the above line-sweepgzroon the
PTOT so that all versions are kept. This is the constructiesp to
build our PTOT; recall that there is no more update to the PTof
now on. In the run-time phase, given an isosurface q(gty, we rst
perform a binary search to locate the rafeontainingg, and access

the corresponding version, versioof the PTOT. We then search on

the time tree part of this version to locate the leand follow the
pointer to visit the octree of time stepwhereall leaves in this oc-
tree are active cells. Moreover, since these active cefisaieady
organized in an octree, we can in addition perforiew-dependent

Itering using the octree structure. Also, when we query the sani{ag

isovalueg over m consecutive time steps, since the saymeeans the
same version number for the PTOT, after reporting for thé time
step, we can just follow the pointer from the current timeetteaf to
the next time-tree leaf whose octree is not empty, reportetinees of
that octree, and repeat the process (recall the structureRig. 2 (a)).
The query time (without ltering) iO(logN + logT + K) for a sin-
gle query(q;t) whereK is the number of active cells, ar@(logN +
logT + ST, K;) for querying the same isovaluwpover m consecutive
time steps wher€; is the number of active cells in theth queried
time step. TypicallyT is no bigger tharN and the log term disap-
pears in both bounds, which are both asymptotically optimal

Final Structure: Compact Representation
In the above scheme of the ephemeral time-octree, insestino-

terval Ict may create an entirely new root-to-leaf path in either th

time tree or the octree or both (see Fig. 4(a)), causing aTtioa of
O(logT + logN) new nodes to the time-octree; similarly deletiag
may cause a deletion @(logT + logN) nodes. Therefore each in-
terval insertion/deletion caus&{log(NT)) structural changes; with
2NT interval insertions/deletions in the line-sweep procéssie are
O((NT)log(NT)) structural changes, and hence the persistent ti
octree has spac®((NT)log(NT)) (recall from Section 3.1.1 that
O(m) structural changes in the ephemeral tree resuld(m) addi-
tional space in the persistent tree), which is non-linear.

To address this issue, we usecampactrepresentation (similar
to [23]) in both the time tree and the octrees (of the ephehsémac-
ture): anyinternal nodeu other than the root is removeditifhas only
one child. Referring to Fig. 4(b), the pa@between nodeg andW is
replaced by a pointer fro directly toW. To retain the information
of pathP, in W we store a bit sequence of the path from the roat/to
(e.g., one bit per level in the time tree to specify left/tighnd three
bits per level in an octree to indicate one of the 8 childre3ijch bit
seguence can be viewed as a canonical node IBVfor the standard
tree. In this way, a new internal nodeis created only whem is a
new node withtwo children; we callu adegree-2 forlnode. Note that
inserting a leaf can creatd most onesuch fork node, which is ex-
actly where the new path joins some existing path (see F&).atd
(c), whereA is such fork node). Therefore inserting an interkel
to the time-octree can create at most two new internal nonles io
each tree). Similarly, deleting an interval can remove astnwo in-
ternal nodes, one in each tree (see Fig. 4(c)). In this way ederval

(b)

Insert C
B

-
Delete C

| bit sequence degree-:

- — | of path from
| | root to W

. 4. (a) Standard representation. Inserting/deleting a leaf C can cre-
/remove many nodes (shown in red excluding A). (b) The compact
representation. (c) With the compact representation, inserting/deleting
a leaf C (as the event in (a)) can create/remove at most one internal
node, the degree-2 fork node A.

3.1.3 Comparisons with Persistent Octree (POT) and 4D-POT

When applying to a steady-state dataset, the time tree oPO@T
becomes a single leaf and can be removed, in which case ouf PTO
essentially becomes the POT [23]. However, the original ROZ3]
classi es all tree nodes into white, black and gray and cleanipe
classi cations during operations, which we found is morengd-
cated than needed. Also, for an octree internal ngdean insertion
makes the subtree rooted @t complete octree, then all 8 children
f u are merged inta bottom-up [23]. This makes it less re ned in
view-dependent ltering, and can cause a ripple effect togaenany
levels bottom-up (and similarly for deletions). The latteakes an
insert/delete more complex and costly, with possibly mbentO(1)
structural changes (where one needs an amortized arguoretiieve
the linear space of POT [23]). As for time-varying data, tieROT

as proposed in [23], which treats the time domain as the pghitiad
dimension and the octree becomes a “4D octree” where eagtmait
node has 16 children. As mentioned, 4D-POT can support 4&iso
tour slicing on the x-, y-, z-, or time-domain; in particylguerying
(g;t) amounts to 4D isocontour slicing on the time domait &iow-
ever, such isocontour slicing is not output-sensitive dng tis sub-
optimal. Moreover, it is not known how to perform view-degdent
Itering in addition to isosurface extraction with quety;t).

3.2 Out-of-Core Scheme and View-Dependent Filtering
3.2.1 The Overall Scheme in the Out-of-Core Setting

In order to handle time-varying datasets larger than maimang, we
use a simple and effective out-of-core scheme. First, witiparthe
space domain into meta-cells which are subvolumds ok k cells,
and use our PTOT to index the meta-cells so that the PTOT darlgn
t in main memory; the meta-cells are kept on disk and read &m
memory when needed. The paramekatecides the octree depth in
our PTOT and hence the size of PTOT.

In the preprocessing phase, we perform the following tasks:
1. For each time step construct meta-cells fdrand store them on

insertion/deletion only cause3(1) structural changes, and thus thedisk. The grid data points &iare organized ix-y slices of increasing
space of our persistent time-octree becofirezar (O(NT)), which is  z we only read to main memotyslices at a time to produce one slice
asymptotically optimal. The query time bounds stay the saameé of meta-cells, so that the memory footprint is small.

the preprocessing time is the same as the sorting bound oNThe 2. In the process of task 1, for each meta-cdditt, produce the in-
intervals stored, which is also asymptotically optimal. tervallet = [ min;max to be indexed by PTOT. Intervd: contains



the minmax values, the time stdpthe leaf cellc (the leaf ID in the
octree), and the meta-cell ID (the position of the meta-stted on
disk, for reading the meta-cell from disk).

3. In the process of task 1, after the current time s$tiepprocessed,

other's larger, where their depth values 2@ < z(w), then an isosur-
face fragmens exists for this pixel within the depth ranggv); z(w)),

and any fragment behindwill surely be occluded bg. Therefore, we
can set the z-value of this pixel in the z-bufferZ{@), which serves as

construct theoctree skeletoffor t and store it on disk, to be used foran “implicit” occluder to mask out anything behimd The technique

view-dependent ltering (discussed later).
4. After all time steps are processed, use all interiglgienerated in
task 2 to build the PTOT, and store the PTOT on disk.

uses octree-node bounding boxes to identify such ypairas close
to the eye as possible and set up the z-buffer appropriatblyse z-
values form arocclusion mapto be used to mask out anything behind.

In the run-time phase, we rst read and keep the PTOT into main Speci cally, the method needs an octree covering the entiheme,

memory. To perform an isosurface qudryt), we perform the fol-
lowing tasks:

1. Query the PTOT to nd the active meta-cells.

2. Read the active meta-cells from disk to main memory ungswv-v
dependent ltering. To perform the ltering, read the oarskele-

where each octree node stores fimin; max scalar value range of its
subvolume. Given an isovalugand the viewpoint, an occlusion map
is built by rendering the octree-node bounding boxes ingaztibuffer
in two passes, rst those nodes with scalar valuesbalbw g with
the smallest z-values kept in each pixel, and second thadesnaith

ton for time steg from disk, and use it together with the PTOT. Thescalar values athbove q rendered in front-to-back order, with the z-

meta-cell reading (from disk) and the view-dependent iligrare per-
formed in an integrated fashion, discussed later.
3. For the meta-cells read into main memory, send them irhbatc
to CUDA for extracting and rendering isosurface trianglesg the
programmable GPU.

In the rest of this section, we discuss the remaining teethiciom-
ponents, namely view-dependent ltering and batching théD&
computation.

3.2.2 View-Dependent Filtering

Recall from Section 3.1 that our PTOT already provides a otefhr
view-dependent ltering on the active meta-cells of the yugg;t):
after nding the correct version numbeéfor g, we access versiarof
our PTOT, where the octree of timén this version contains only the
active meta-cells (and their ancestors) gift). Therefore we can use
this octree to perform view-dependent Itering. For singjtly, we call
this octree thective octree

A basic approach is to traverse the active octree hieralthim
the front-to-back visibility order. In the process, we use portions
of the isosurface already rendered as occluders. To retledatency
in hardware occlusion queries, starting from the root, fmtecurrent

values updated appropriately [19].

Potentially there are two issues for us to use implicit odefs: (a)
An octree covering the entire volume is needed; in particwa need
octree nodes with scalar values completely above or belobut in
our PTOT the active octree only hastiveleaves/meta-cells and their
ancestors. (b) The implicit occluders could be too consmevand
thus not large enough.

We address issue (a) easily by providing, for each timetstepep-
arateoctree skeleton, which is a complete octree storingyrttie; max
scalar value range in each node. The leaves of the octrestahelan
be at meta-cells, or we can subdivide one or more levels duttih
get more re ned occlusion maps. When we construct meta-det
t in preprocessing, we can obtain such leaves and takgrtimemax]
ranges; we can then compute fh@n; maxX ranges for all octree nodes
in a bottom-up fashion.

Now the view-dependent ltering goes as follows. First, veidw
the two-pass process of [19], using the octree skeletomat tio build
the occlusion maM in the z-buffer. Then we will traverse the active
octree of our PTOT in front-to-back order and perform subtkip-
ping (with batched occlusion queries) as before, but novotiotusion

Itering is done against the occlusion map. Note that the Itering

nodeu visited, we performbatchedocclusion queries on all available can be performed completely without any I/O. To one extreme,
children ofu at the same time; if any child's bounding box is entirelycan nish the entire ltering against the sanM, and for the result-

occluded, we skip the entire subtree rooted at that child.emfe
reach a non-occluded leaf, we read its meta-cell from dis#, send
the meta-cell to CUDA for extracting and rendering isosteférian-
gles. In addition, to increase the amount of data being qoectly
computed in GPU, we send meta-cells to CUDAbatchesas well.

ing meta-cells that need to be rendered, we sort them globwglthe
meta-cell IDs and then perform the I/Os. This makes the diakis as
sequential as possible, in favor of objective (2).

For issue (b), which is related to objective (1), we woulcelilo
grow the occlusion map/ so that we can reduce the number of I/Os

Namely, we read meta-cells one by one from disk in the abowe preven further. That is, for the isosurface portions rendeves also
cess; each time when there are alreBdyeta-cells available, we sendlet them become occluders by rendering them to the z-buffeich

theseB meta-cells altogether to CUDA, wheReis a parameter de-
cided by the GPU memory.

Further Optimization with Implicit Occluders

In order to reduce the 1/O cost in the out-of-core settings #&qually
important to reduce the number of disk reads and to reducdisie
seek time. Therefore we have two objectives: (1) occludearnelis
as many as possible to reduce the number of meta-cells Bacdad
the necessary meta-cells sequentiaks possible (in terms of thar-
der the meta-cells are stored on diskdicated by the meta-cell IDs
(positions in le); see the preprocessing task 2 in Sectigh13 to re-
duce the disk seek time. However, the above approach is nogeed
for these objectives. First, the initial occluders are $madl thus not
good for (1). Secondly, the visibility traversal order canfar from
sequential and thus not good for (2) either.

effectively updates/growsi. To this end, we use an interleaving pro-
cess. Initially, we perform occlusion ltering againdt as before,
until we accumulatd. meta-cell IDs, wheré_ is a parameter set to
a large enough number. We then sort thes®s, perform I/Os to
read meta-cells in this sorted order one at a time, and serd th
CUDA in batches oB meta-cells as before—in a total lofB batches.
(Note that we only need to keep upBaneta-cells in main memory at
any time, since they are no longer needed once sent to CUD#w) N
the occlusion map is grownwith L additional meta-cells rendered.
We repeat this process for anothhemeta-cells (where the ltering is
against the new), and so on, until we nish traversing the active
octree of our PTOT.

This approach allows us to obtain a best combination of dbgEs
(1) and (2). Ideally, there is a good, balanced valué.:ot is large

We propose an approach that can strike a balance betweend1) @"0ugh so that the 1/0s are sequential enough, andlalscsmall

(2), by integrating the technique whplicit occluderg[19]. This tech-
nigue builds implicit occluders without the need to actyatinder the
isosurface, and thus the initial occluders are much larykreover,
since rendering isosurface and constructing occluderdexmupled
we can sort the meta-cell IDs, read and render them in thisdorder
of disk positions to get more sequential 1/0s.
We brie y summarize the technique [19]. Consider castinga r

from the eye through a pixel; if the ray hits two pointsv in the vol-
ume, with one point's scalar value smaller than the isovglaad the

enough so that the occlusion migpgrows suf ciently often (to Iter
out more meta-cells to be read). In our experiments we fourct s
good value folL (see Section 4).

3.2.3 Batching the CUDA Computation

Recall that we send to CUDA a batch Bfmeta-cells at a time for
extracting isosurface triangles, in order to increase theuat of data
being concurrently computed in GPU. The original CUDA code f
hardware marching cubes [17] takes a 1D array of scalar satgrid



[ Data | #time steps] Dimensions | Size | | I Size | #M-cells | Search] /O | Total |
Jets 16 1024x1024x1024| 64GB Jets (16)
Syn 16 1024x1024x1024] 64GB PTOT 30MB 61703 | 0.12s| 284s 308s
Turb 32 1024x1024x1024] 128GB 4D-POT 32MB 61703 | 0.18s| 284s| 308.1s
Vort 48 1024x1024x1024] 192GB THI (50%) 6.3MB 67272 | 0.01s| 294s 319s
Syn (16)
PTOT 30MB 448289 0.5s| 1103s| 1292s
Table 1. Statistics of our test datasets. 4D-POT 32MB 448289 | 1.15s| 1103s| 1292.7s
THI (49%) 6.2MB 504726| 0.08s| 1124s| 1328s
Data Jets Syn Turb Vort Turb (32)
(64GB) (64GB) | (128GB) | (192GB) PTOT 59MB 133925| 0.21s| 551s 603s
PTOT 30MB 30MB 5OMB 33MB 4D-POT 63MB 133925| 0.49s| 551s| 603.3s
Octree skel. 54MB 54MB 108MB 162MB THI (50%) || 12.5MB 140174| 0.01s| 578s 631s
Meta-cell 70GB 70GB 140GB 210GB Vort (48)
Total 70.08GB | 70.08GB | 140.17GB | 210.25GB PTOT 88MB ||  403694) 0.89s| 1678s5| 1839s
Footprint > SONE > SONE SO0NE YA THI (49%) 19MB 447128 | 0.02s| 1826s| 1999s
PTOT 25s 25s 58s 100s N . . .
Table 3. View-independentisosurface extraction over all time steps (Jets
Meta-cell 2672s 2672s 5344s 8016s and Syn: 16 stepsr? Turb: 32 steps; Vort: 48 steps). “Size” is Ehe(tree
Total 2697s 2697s 5402s 8116s size and “# M-cells” is the number of meta-cells reported from index

Table 2. Preprocessing results. The upper table shows the space statis-
tics of the resulting data structure on disk. The lower table shows the
execution performance of the preprocessing. Not including the root, the
octrees in PTOT had 5 levels, and the octree skeletons had 6 levels.

points, and uses the provided volume-grid dimension tofgegach
point, its (i; j;K) index in the volume. Then for each poifit j;k),
its 8 neighboring points forming the cell with base poinfiaf; k) are
collected to form a cell and the isosurface triangles arepeded, with
all points/cells done in parallel.

We need to modify the above CUDA code when sendingeta-
cells in a batch. Our meta-cells ae k k grids; sendingB meta-
cells in a batch means that the grid points in the CUDA 1D ahaaxe
global IDs from 0 tok®B 1. We also provide for each meta-cell th
(x%y;2) coordinates of its base point. For each grid point, from
global ID and the meta-cell size we know which of Beneta-cells it
belongs to, and its offset from the base point of this meth-tksing
its offset and the meta-cell grid dimension, we get its inde% j© ko>

within this meta-cell. Therefore, we can map between the global |

and the indexm; < i® j%k9>), indicating that it has index i% j% k0>
within them-th meta-cell sent. Fqm; < i® j2k%>), we obtain its real
coordinates by adding the meta-cell base-point coordinaed we
can also collect its 8 neighboring points within the sameanuetl to
form the correct cell. With this modi cation, we can again keeboth
cell formation (together with real coordinates) and istesee-triangle
computation done for all points/cells in parallel.

4 RESULTS

We have implemented our technique in C/G4aind ran our experi-
ments on a Dell Precision PC with the following con guratiobGB

of RAM, two 3GHz Intel Xeon CPUs, Nvidia GeForce 9800 GTX;

searching. “Total” is the total running time, including the CUDA time for
isosurface generation and rendering (not shown separately).

skeletons to have 6 levels. We can see that both PTOT anc:cbizte-
tons were relatively small, and certainly they could tinimanemory.
Each data structure size was basically proportional to aieset sizes;

in particular, for PTOT this was due to the fact that eachrirtiewas
inserted and deleted exactly once during line sweep, withistbry of
updates recorded. In meta-cell construction, our approfckading
only k slices of data at a time is effective—although each time step
had 4GB, our memory footprint was only 140MB, independerthef
number of time steps. The largest memory footprint occuwbedn
building the PTOT, where all intervals from all time stepsevkept in
main memory; such memory footprint was no more than 870MB for

&ort with 192GB. Our overall data structure was quite spdagent;
ttche size overhead was only 9.5%, mainly due to meta-cells.

Run-Time Query: View-Independent Isosurfacing

run-time queries, we rst considered view-independesusurface

traction. Recall that we batch the CUDA computation bydgegnB
meta-cells to CUDA at a time. To see how much the batchingeffe
was, we tested our method wiB= 1 (i.e., no batching) again&=
32, and found that for Vort witly= 4;t = 15, the total time (including
query, extraction and rendering, but excluding 1/0s) dédfee was
between 13.89s and 3.89s, about a factor of 3. Certainlghleg the
CUDA computation is effective. In the following, we alwayst 8 to
32.

Next, we compared our PTOT against the 4D-POT [23] and the
THI tree [21] (a well-known value-based indexing structtoetime-
varying data) under the same out-of-core scheme—theynpeeftbex-
actly the same steps except for searching on different indestruc-
ures. For each dataset we queried the same isovalue ovémall

graphics (512MB graphics memory), and 300GB SCSI 10K rptk, dissteps, where at each time step we rst sorted all reportech et

running under Fedora-9 64bit Linux OS. The datasets usdibted in
Table 1; Jets, Turb and Vort are real-world datasets froensict ap-
plications, and Syn is a synthetic dataset generated witlaisealue
function f(x;y;zt) = sin(xyz=(0:1 t+ 1))+ cod(x 2)(y 2)(z

2)=(0:1 t+ 1)) over the spatial domaijn 5;5 [ 5;5] [ 5;5]with

IDs before reading them from disk; the results are shown Ii€eTa.
(For THI, we set the lattice-partition parameter so thatrafitterval
merging there were about 50% intervals remaining and irdiexbere
“THI (a%)" in Table 3 means there wee86 remaining.) Comparing
PTOT against 4D-POT, we see that the tree size was a bit batier

16 time steps in the time domain. Each dataset has 4GB in &aeh tthe index searching time was about twice as fast, but therdifice

step.

Preprocessing
In Table 2 we show our preprocessing results. We chose the cedt

grid dimension to b& k kwith k= 32, and thus the octrees in the

PTOT had 5 levels (not including the root); also, we choseottteee

3We used the CUDA code from [17].

was small. The dominating cost was the 1/O time, which was#mee
since the same active meta-cells were rst sorted by IDs had tead
from disk. (Without ID sorting, the 1/O time was much worseg.e
2169s vs. 1236s for Vort when querying over the rst 32 timepst)
Comparing our PTOT against THI, we see that the tree size was
4.63-4.84 times as big. However, under our out-of-core mehehe
PTOT tree size was insigni cant compared to meta-cells {&dse 2)



LS | Implicit [ Explicit | No-Occ |
6000 Jets .
2 Ave. # Triangles 2,305,507| 2,300,439 3,815,320
& 5000 Ave. # Meta-cells 1070 1022 1718
g 4000 & . Ave. Time (s) 7.74 9.61 9.73
= ——Vort Total Time (s) 77.4 96.1 97.3
D 3000 R mite
2 Syn
E 2000 o Ave. # Triangles | 30,758,933 25,372,828| 149,645,961
Z 1000 = Ave. # Meta-cells 5993 5040 29285
" Ave. Time (s) 34.28 46.72 86.52
b = 4 p M = i & Total Time (s) 342.75 467.22 865.15
Logarithm of Batch No. Turb
Ave. # Triangles 3,582,239| 3,291,567 6,498,112
5000 - Ave. # Meta-cells 1469 1347 2621
45.00 | Ave. Time (s) 8.25 10.9 10
anon F Total Time (s) 82.5 109.1 100.3
E 35.00 H \ort
= 2000 Ave. # Triangles | 11,399,060| 11,083,529| 17,744,784
el ===V DT Ave. # Meta-cells 5279 5123 8320
S 2000 i i e == —ets Ave. Time (s) 33.3 43.54 40.43
= 1; EE ] Total Time (s) 333.02 435.42 404.29
il Table 4. View-dependent ltering for isosurface extraction on querying
0 o 5 4 M M io i i 10 time steps. All three methods used our PTOT. The memory footprint

; was at most 230MB. (The results of running 4D-POT without occlusion
Logarithm of Batch MNo. . .

Itering were essentially the same as No-Occ and thus are not shown.)
Fig. 5. Results of View-dependent Itering with various val ues of L. Top:
number of meta-cells read from disk against L. Bottom: running time
in seconds against L. The results are for isosurfaces of one time step.

Note that the axis of L is in a logarithmic (log,( )) scale. in that order, as we did in view-independent isosurfacindi. tikee

methods used our PTOT and batched CUDA vtk 32, over 10
time steps for each dataset. The results are shown in Tablgedalso
) ) ) _ran 4D-POT without occlusion Itering and got essentialhetsame
and we can always make it tto main memory by choosing a stétabresylts as No-Occ, and thus the results are not shown heoge)that
meta-cell dimension. The index searching time was alsoevbtgd  «aye. # Meta-cells” means how many meta-cells were read ipee t
again the difference was small. HOWeVer, due to the natuiretedfval Step on an average. Comparing these numbers among |mﬁ)e|t’
merging, THI typically reported auper-sebf active meta-cells (see pjicit, and No-Occ we can see how much saving in 1/0 reads¢bkio
Table 3: the number of reported meta-cells was always [prgdich  sion Itering achieved. We see that typically Implicit waset fastest,
incurred a large 1/O penalty and thus a much worse total time. and No-Occ was the slowest. However, for Turb and Vort, Exiad
The major advantage of our PTOT over 4D-POT (and value-basggnuch smaller number of I/Os than No-Occ, and yet Explici sl
indexing structures such as THI as well), under the outesé-etting, slower, due to the sorting effect. It is also very interegtimat Implicit
lies in its ability to perform view-dependent ltering, aisssed next.  always had more I/Os than Explicit, and yet was always fabidact,

. . S Implicit was always the fastest with a large margin, showtimeg bi
Run-Time Query: View-Dependent Filtering ad\F/)antages of ou¥new technique. 9 9 9

Our view-dependent Itering approach provides a schemeatarize S . . -
between the number of /Os and the disk seek time, where we ¢ nRepresentanve isosurfaces resulting from running oulitit@re

adjust the parametér (recall from Section 3.2.2). To see the effect o N Fig. 6. In the supplemental material we show a showtien

. . th two video clips side by side, one from running our Imjl{geft)
of L, we ran our approach on both Jets and Vort with various valudd . A
of L; the results al?ep shown in Fig. 5. Note that a larger valué of and the other from running Explicit (right), on the Vort ds#g where

means more sequential 1/0s (in favor of reducing the see&)tintile the same isosurface at the same time step was renderedssigly,

a smaller value of means we grew the occlusion map more often an\glth Olél’ Implicit nished in about 32 seconds and Explicitabout 44

could reduce more meta-cells to be read. It is quite intergs$d see seconds.

that for a very small value df, although the number of I/0Os was small,

the running time was quite high, showing that sequentiatésp disk 2 CONCLUSIONS

reads are important. However, as longlagot bigger, even if there \we have presented a novel technique for isosurface exiraetith

was just a small amount of sorting on the meta-cell IDs, thm@ing  yiew-dependent Itering under the out-of-core setting.r@aw PTOT

time improved quickly. And aftet got large enough, makingeven data structure achieves optimal searching for active dell§me-

larger did not help much, since now growing the occlusion mape varying elds, and in addition supports view-dependenering. Our

often would have a bigger effect. Therefore, we chotebe some big yiew-dependent Itering approach using implicit occlusiean strike

enough number but not too big, so that we got the sorting ddgen 5 palance between reducing the number of I/Os and reducindisk

and also we could grow the occlusion map suf ciently often.the  seek time, which is simple and effective. In addition, wevstmw

rest of the experiments, we det 128. to batch CUDA computations to increase the amount of datagbei
Finally, we compared our approach (using implicit occlsdevith  concurrently computed in GPU.

B= 32 andL = 128), called Implicit, with two other methods: (1) The sorting effect on the I/O cost seems quite interestirtgjchv
Explicit — a standard approach where we used the rendersdriso might deserve further investigation in the out-of-coreegesh.
face as the occluder. Both Implicit and Explicit traverskd active

octree of our PTOT with batched occlusion queries (as desdrin
Section 3.2.2). (2) No-Occ — no occlusion Itering, where agcu-
mulated all active meta-cell IDs, sorted them, and read thhem disk  We thank Nvidia for the CUDA code [17].
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Fig. 6. Representative isosurfaces. Each column shows isosurfaces from the same dataset with two different time steps of the same isovalue.
Datasets from left to right: Jets, Syn, Turb, and Vort.
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